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Learning objectives 
(deep neural networks)

By the end of this week, you will be able to

• Learn ‘concepts of learning’ in neural networks

• Understand gradient descent and backpropagation algorithms 

• Distinguish shallow and deep neural network architectures

• Identify challenges of learning/training a deep neural network 

• Apply and evaluate neural networks for a pattern recognition (solve image 

classification) problem – in practical session
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Content (neural networks)
• Part 1: Introduction

• Part 2: Fundamental Theory

• Supervised Learning problem

• Design of learning process

• Gradient descent optimization

• Part 3:  Neural Network Architectures

• Neural Network Components

• The Backpropagation algorithm

• Deep Neural Networks

• Challenges of training a Neural Networks

• Part 4: Practical Exercise
I recommend Deep Learning by C Bishop

https://www.bishopbook.com/ 
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Part 1
Introduction

Brain / 
Intelligence

Image Source: https://www.nature.com/articles/s41586-024-07558-y

Image only for illustration/motivation 

not for study 
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Intrinsic 

Intelligence? 
Inside a baby’s mind

Experiment: 

Warneken &Tomasello (2006)

Video Source: 

https://www.youtube.com/watch?v=cUWIIxpUfM0

(Accessed on 21 Feb 2021)
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Causal understanding of 
water displacement by a crow

Experiment: Sarah et al. (2014), Auckland and Cambridge
Video Source: https://www.youtube.com/watch?v=ZerUbHmuY04
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Learning by 
example
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Learning / Training
Video Source: 
https://www.youtube.com/watch?v=Ak7bPuR2rDw
(Accessed on 21 Feb 2021)
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Supervised Unsupervised

Other forms 

of Learning 
semi- supervised 

self-supervised 

reinforcement 

Types of Learning

(will discuss some of them 

in this module)

(re-visit previous lectures)(this lecture)
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learner𝑥 ො𝑦
OutputInput

Learning loop

Unsupervised
Categorise input features 

or learns the input 

features representation 

or learns the structure of 

the input 

Re-visit previous lectures:  Clustering (K-Means, DB Scan); Dimensionality reduction;  Anomaly detection, Variational Autoencoder (VAE; is not a 

part of this module):
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learner𝑥 ො𝑦
OutputInput

Learning loop

Reinforcement learning

𝑟

Environment
reward

Example are game playing (most popular games are ‘Atari’ and ‘Hide and Seek’ where reinforcement learning (RL) is used, or RL is heavily used 

in robotics for learning control and actions)

Explore (not part of this module):  Reinforcement Learning: An Introduction by Richard S Sutton

(this topic is not part of this module)
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learner𝑥 ො𝑦
OutputInput

Supervisor
𝑦 = 𝑓(𝑥)

Feedback loop

Supervised

Appel

Orange

target
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Learning: 𝒈 𝐗  ~ 𝒇 𝐗

𝑥1 𝑥2 𝑦

𝐱𝟏: 0 0 0

𝐱𝟐: 0 1 0

𝐱𝟑: 1 0 0

𝐱𝟒: 1 1 1

Input     𝐗 = 𝐱𝟏, 𝐱𝟐, 𝐱𝟑, 𝐱𝟒
𝑇, 𝐱𝑖  = (𝑥𝑖1, 𝑥𝑖2) ,

Output  𝑦 =  {0,1}

Number of Inputs 𝑑 =  2  

Each input  𝑥 takes values either 0 or 1 

Input-space 𝓧 = 2𝑑  =  22  =  4

Number of outputs 1

Output 𝑦 takes 2 options from 0,1  and 4 examples 

the concept-space 𝑪 = optionsexamples  =  24  = 16

Example Training Task: AND Logic Problem

We need to search a function 𝑔(𝑋) that can approximate 𝑓(𝑋)

Colour Shape

Fruits

Fruit Name
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Learning 𝒇 ∶ 𝑿 → 𝒚

𝓧 

Supervised learning is a mapping 𝑓 of inputs 𝓧 to outputs 𝓨

𝒇

Inputs 𝐗 ∈ Input space 𝒳 outputs 𝒚 ∈ output space 𝒴

𝓨
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Learning 𝒇 ∶ 𝑿 → 𝒚

𝓧 

We need to find the unknown target function 𝒇 that maps 𝑥 to 𝑦

𝒇 ∈ 𝓗

Inputs 𝐗 ∈ Input space 𝓧 outputs 𝒚 ∈ output space 𝓨model space 𝓗

𝓨
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ℎ𝑡 ∈ 𝓗 → 𝑔x ො𝑦 = 𝑔(x)
OutputInput

Supervisor 𝑦 = 𝑓(x)

Feedback loop

Search a function 𝒈: 𝐗 → 𝒚 that approximates 𝒇(𝒙) 
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Part 2

Learning 
Algorithms

A single neuron with 5,600 nerve fibres, 

Google Research a7 Harward University

Image only for illustration/motivation 

not for study 
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Requirements of Learning

Learning needs to

Represent a model (use a neural network architecture, deep neural networks)

Evaluate the model (use a loss/cost function, e.g., Cross Entropy or MSE)

Optimize the model (use an optimizer, e.g., backpropagation – Adam or SGD)
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Represent a model

𝑥1 𝑥2 𝑦

1: 0 0 0

2: 0 1 0

3: 1 0 0

4: 1 1 1

𝑥1

𝑥2

ℎ𝑡

10

0

1

A line separating data can be considered as a model

𝒟
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Represent a model, ℎ𝑡 = 𝑤1𝑥1 + 𝑤2𝑥2 + 𝑤0

𝑥1

𝑥2

ℎ𝑡

10

0

1

A line separating data can be considered a model 

which equivalent to a single neuron or a perceptron

𝑥1
1

𝑥2

𝑤1

𝑤2

𝑤0

ℎ𝑡

This is basically 

equation of line or a 

linear regression
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Represent a model (a neuron)
A line separating data can be considered a model 

which equivalent to a single neuron or a perceptron

𝑥1
1

𝑥2

𝑤1

𝑤2

𝑤0

ℎ𝑡

McCulloch (right) and Pitts (left) in 1949

McCulloch & Pitts Publish the First Mathematical Model of a Neural Network

We will discuss more detail of this in part 3
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Represent a model 𝒉𝒕 ∈ 𝑯

𝑥1
𝑥0

A line separating data can be considered a model 

which equivalent to a single neuron or a perceptron

Perceptron is a simple linear combination of 

inputs, which is written as:

𝒉𝒕 =  𝒈 𝒙 = ෍

𝒊=𝟏

𝒅

𝒘𝒊 𝒙𝒊 ≥  𝒙𝟎𝒘𝟎

where 𝑤0  is a threshold.

The model ℎ𝑡  has the weights 𝑤𝑖 and the 

threshold 𝑤0 as its trainable parameters. 

𝑥2

𝑤1

𝑤2

𝑤0

Model ℎ𝑡 as a perceptron / single neuron. 

ℎ𝑡

Read: Sec 4.1 and Sec 5.1, Deep Learning by C Bishop

This equation is also equivalent to linear regression (y = mx + c)

Real bottleneck of 

Deep Learning
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Represent a model 𝒉𝒕 ∈ 𝑯
A line separating data can be considered as a model

A model ℎ𝑡 as a perceptron. 

෍

𝑖=1

𝑑

𝑤𝑖 𝑥𝑖 ≥ 𝑥0𝑤0

෍

𝑖=1

𝑑

𝑤𝑖 𝑥𝑖 − 𝑥0𝑤0 = 0

For an artificial input (also called bias) 𝑥0 = 1 we 

have:

෍

𝑖=0

𝑑

𝑤𝑖 𝑥𝑖 = 0 hyperplane is a decision boundary

This equation is also called a hyperplane

This is an equation of a single neuron

𝑥1

𝑥2

ℎ𝑡

10

0

1

Hyperplane
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Which model 𝒉𝒕 ∈ 𝑯 to pick?
How to evaluate a model: compute cost of choosing a model 

Cost function such as the error rate:

𝐸(ℎ𝑡(𝒟)) =
1

𝑁
෍

𝑗=1

𝑁

𝑔𝐰(𝐱𝑗) ≠ 𝑓(𝐱𝑗)

𝑥1 𝑥2 𝑦 = 𝑓(𝐱)

1: 0 0 0

2: 0 1 0

3: 1 0 0

4: 1 1 1

𝒟

𝑥1

𝑥2

ℎ𝑡

10

0

1

ℎ1

ℎ2

ℎ𝑡−1

ℎ𝑀
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Optimise model 𝒉𝒕 ∈ 𝑯 by minimizing error
How to optimize a model: compute cost of adjust the model weights 

Function 𝑔 of the model has parameter 𝐰:

ො𝑦 =  𝑔𝐰(𝐱) = ෍

𝑖=0

𝑑

𝑤𝑖 𝑥𝑖 = 0

Simple algorithm:

Repeat parameter 𝐰 update for 𝑡 = 2, 3, … , 𝑀 as:

𝐰𝑡  =  𝐰𝑡−1 + ො𝑦 𝐱, 

Until the error rate 𝐸(ℎ𝑡(𝒟)) is acceptable or close to zero.

𝑥1

𝑥2

ℎ𝑡

10

0

1

ℎ1

ℎ2

ℎ𝑡−1

ℎ𝑀
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𝑥

𝑦

30

0

3

Let’s see an example (house price):

𝑥 = 𝑎𝑟𝑒𝑎(𝑚2) 𝑦 = 𝑝𝑟𝑖𝑐𝑒 (𝑖𝑛 £)

1: 1000 100K

2: 2000 200K

3: 3000 300K

Now, the cost function is a mean squared error:

𝐸(ℎ𝑡(𝐱) =
1

2𝑁
෍

𝑗=1

𝑁

𝑔𝐰(𝐱𝑗) − 𝑓(𝐱𝑗)
2

1 2

1

2

Does error 𝑬(𝒉𝒕(𝓓)) minimization work?

Note that y and x values are simplified to 1, 2 and 3
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Does error 𝑬(𝒉𝒕(𝓓)) minimization work?

𝑥

𝑦

0

3

1

2

1.5

3

0.5 1.0

1.5

2.5

2

2

0.5

Model ℎ𝑡 for 𝑤0 = 0 and 𝑤1 = 0.0:

𝑔𝐰 𝑥𝑖 = 𝑤0 + 𝑤1𝑥𝑖 for 𝑖 =  1, 2, 3

Error 𝐸(𝑤1) for 𝑤0 = 0 and 𝑤1 = 0.0:

𝐸 𝑔𝐰 𝐱 =
1−0 2+ 2−0 2+ 3−0 2

2∗3
= 2.33

ℎ𝑡

30 1 2 0.0

0.0

𝑤1

𝐸(𝑔𝑤1
(𝑥))

Model / line is 

close to x-axis

Note that y and x values are simplified to 1, 2 and 3 = 
1

2𝑁
σ𝑗=1

𝑁 𝑓 𝐱𝑗 − 𝑔𝐰(𝐱𝑗)
2
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Does error 𝑬(𝒉𝒕(𝓓)) minimization work?

𝑥

𝑦

30
0

3

1 2

1

2

1.5

3

0.5 1.0

1.5

2.5

2

2

0.5

Model ℎ𝑡 for 𝑤0 = 0 and 𝑤1 = 0.5:

𝑔𝐰 𝑥𝑖 = 𝑤0 + 𝑤1𝑥𝑖 for 𝑖 =  1, 2, 3

Error 𝐸(𝑤1) for 𝑤0 = 0 and 𝑤1 = 0.5:

𝐸 𝑔𝐰 𝐱 =
1−0.5 2+ 2−1 2+ 3−1.5 2

2∗3
= 0.58

ℎ𝑡

0.0

0.0

𝑤1

𝐸(𝑔𝑤1
(𝑥))Note that y and x values are simplified to 1, 2 and 3 = 

1

2𝑁
σ𝑗=1

𝑁 𝑓 𝐱𝑗 − 𝑔𝐰(𝐱𝑗)
2
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Does error 𝑬(𝒉𝒕(𝓓)) minimization work?

𝑥

𝑦

30
0

3

1 2

1

2

𝑤1

𝐸(𝑔𝑤1
(𝑥))

1.5

3

0.5 1.0

1.5

2.5

2

2

0.5

Model ℎ𝑡 for 𝑤0 = 0 and 𝑤1 = 1:

𝑔𝐰 𝑥𝑖 = 𝑤0 + 𝑤1𝑥𝑖 for 𝑖 =  1, 2, 3

Error 𝐸(𝑤1) for 𝑤0 = 0 and 𝑤1 = 1:

𝐸 𝑔𝐰 𝐱 =
1−1 2+ 2−2 2+ 3−3 2

2∗3
= 0.0

ℎ𝑡

0.0

0.0

Note that y and x values are simplified to 1, 2 and 3 = 
1

2𝑁
σ𝑗=1

𝑁 𝑓 𝐱𝑗 − 𝑔𝐰(𝐱𝑗)
2
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Does error 𝑬(𝒉𝒕(𝓓)) minimization work?

𝑥

𝑦

30
0

3

1 2

1

2

𝑤1

𝐸(𝑔𝑤1
(𝑥))

1.5

3

0.5 1.0

1.5

2.5

2

2

0.5

Model ℎ𝑡 for 𝑤0 = 0 and 𝑤1 = 1:

𝑔𝐰 𝑥𝑖 = 𝑤0 + 𝑤1𝑥𝑖 for 𝑖 =  1, 2, 3

Error 𝐸(𝑤1) for 𝑤0 = 0 and 𝑤1 = 1:

𝐸 𝑔𝐰 𝐱 =
1−1 2+ 2−2 2+ 3−3 2

2∗3
= 0.0

ℎ𝑡

0.0

0.0

= 
1

2𝑁
σ𝑗=1

𝑁 𝑓 𝐱𝑗 − 𝑔𝐰(𝐱𝑗)
2

Note that y and x values are simplified to 1, 2 and 3

Yes, it does

But how 
much 

weight to 
change in 

each step?  
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Optimizer (Learning Algorithm)
Function 𝑔 of the model has parameter 𝐰:

𝐰

𝐸(𝐰)

initial 

weight 𝐰𝟏

Global

Optimum 

𝐰∗

Sec 7.2, Deep Learning by C Bishop

We consider cost function is continuously differentiable 

E.g., the means squared error as the cost function

𝐸(𝐰) =
1

2𝑁
෍

𝑗=1

𝑁

𝑔𝐰(𝑥𝒋) − 𝑓(𝑥𝑗)
2

Therefore, for optimization we want 𝐸 𝐰∗ ≤ 𝐸 𝐰

We solve an unconstrained optimization problem that 

minimizes cost 𝐸 𝐰  with respect to weight vector 𝐰 such that 

gradient of error/cost is zero, i.e., 𝜵𝑬 𝐰∗ = 𝟎

𝑔𝐰(𝐱) = ෍

𝑖=0

𝑑

𝑤𝑖 𝑥𝑖 = 0
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We generate a sequence of 𝐰𝟎, 𝐰𝟏, 𝐰𝟐 … such that:

𝐸 𝐰𝑡 < 𝐸(𝐰𝑡−1)

where 𝐰𝑡−1 is old weight and 𝐰𝑡 updated weight by a factor 𝚫𝐰𝑡 
(also called weight change (step) at 𝑡)

Learning Algorithm

Repeat parameter 𝐰 update for 𝑡 = 2, 3, … , 𝑀.

 𝐰𝑡  =  𝐰𝑡−1 + 𝚫𝐰𝑡 

   for learning rate  𝜂

Until error rate 𝐸 𝑔𝐰 𝐱  is acceptable or goes to zero.

𝐰𝑡  =  𝐰𝑡−1 + ො𝑦 𝐱, 

Optimizer: Gradient Descent

Sec 7.2, Deep Learning by C Bishop

See previous slides
𝐰

𝐸(𝐰)

𝚫𝐰𝑡−1

initial 

weight 𝐰𝟏

Global

Optimum 

𝐰∗

First gradient decent algorithms: A. 

Cauchy. M´ethode g´en´erale pour la 

r´esolution des syst`emes d’´equations 

simultan´ees. C. R. Acad. Sci. Paris, 

25:536–538, 1847. (in French)
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Learning Algorithm

Repeat parameter 𝐰 update for 𝑡 = 2, 3, … , 𝑀.

𝐰𝑡  =  𝐰𝑡−1 − 𝜼
𝝏𝑬 𝒈𝒘 𝒙

𝝏 𝐰𝒕
𝐱  for learning rate  𝜂

Until error rate 𝐸 𝑔𝐰 𝐱  is acceptable or goes to zero.

Optimizer: Gradient Descent

Sec 7.2, Deep Learning by C Bishop

Gradient of error with respect to weights: −𝛻 𝐸 𝑊 = Δ W 

𝐰

𝐸(𝐰)

learning

Steps 𝜼

initial 

weight 𝐰𝟏

Global

Optimum 

𝐰∗

Considering function 𝑔𝐰(𝐱), the differentiation 
𝝏 𝒈

𝝏 𝐰𝒕
= 𝐱 

Function 𝑔 of the model has parameter 𝐰:

𝑔𝐰(𝐱) = ෍

𝑖=0

𝑑

𝑤𝑖 𝑥𝑖 = 0
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Image Source: https://perceptrondemo.com/assets/1960-kelley-07dff188.pdf

Steepest descent

𝐰

𝐸(𝐰)

learning

Steps

initial 

weight 

𝐰𝟏

Global

Optimum 

𝐰∗

Algorithm

Initial guess w0 at step 𝑡 = 0  

Repeat parameter 𝐰 update for 𝑡 = 2, 3, … , 𝑀.

𝐰𝑡  =  𝐰𝑡−1 − 𝜼
𝝏𝑬 𝒈𝒘 𝒙

𝝏 𝐰𝒕
𝐱  for learning rate  𝜂

Until error rate 𝐸 𝑔𝐰 𝐱  is acceptable or goes to zero

it's the direction of steepest-descent (opposite to the gradient)
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Least-mean-square (LMS) algorithms
Widrow-Hoff Rule / Delta Rule

LMS Algorithm

Initial guess w0 at step 𝑡 = 0  

Repeat parameter 𝐰 update for 𝑡 = 2, 3, … , 𝑀.

𝐰𝑡  =  𝐰𝑡−1 − 𝜼 𝐱𝒕 (𝑓 𝐱𝑡 − 𝑔𝐰(𝐱𝑡)𝐱𝑡)  for learning rate  𝜂

Until error rate 𝐸 𝑔𝐰 𝐱  is acceptable or goes to zero

Only works for single neuron learning. Hence this algorithms is also 

called Adaptive Linear Neuron (ADALINE) - Year 1960

Widrow, Bernard. 1962. “Generalization and Information Storage in 
Networks of Adaline Neurons.” Self-Organizing Systems, 435–61.

target output predicted output
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Versions of Gradient/Steepest Descent

Stochastic Gradient Descent 

𝑡 = 0

𝐰 initial weights

for 𝑡 in epochs do

      𝒟 ← 𝑠ℎ𝑢𝑓𝑓𝑙𝑒(𝒟)

      for 𝐱𝑗 ∈ 𝒟 do  // for each sample

            ∇𝐰𝑗 = 𝜕𝐸(𝑔𝐰𝒕
(𝐱𝒋))/(𝜕𝐰𝑡) // gradient of 

error with respect to weight 𝐰𝑗

            𝐰𝑗  =  𝐰𝑗−1 − 𝜼∇𝐰𝑗𝐱𝒋 

      𝑡 = 𝑡 + 1

Batch Gradient Descent 

𝑡 = 0

𝐰 initial weights

for 𝑡 in epochs do

      𝒟 ← 𝑠ℎ𝑢𝑓𝑓𝑙𝑒(𝒟)

      for 𝐱𝑗 ∈ 𝒟 do  // for each sample

            ∇𝐰 = ∇𝐰 + 𝜕𝐸(𝑔𝐰(𝐱𝒋))/ 𝜕𝐰 𝐱𝑗 // gradient of 

error with respect to weight 𝐰𝑗

      𝐰𝑡  =  𝐰𝑡−1 − 𝜼
∇𝐰

|𝒟|

      𝑡 = 𝑡 + 1 

Sec 7.2, Deep Learning by C Bishop
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Gradient Descent: Error/Loss Profile

epochs

cost

epochs

Stochastic Gradient Descent Batch Gradient Descent 

cost

Sec 7.2, Deep Learning by C Bishop
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First learning curve
in 1960s 
by Widrow and Hoff 

Image source: “Ancient History.” In Cybernetics 2.0: A General 
Theory of Adaptivity and Homeostasis in the Brain and in 
the Body, 277–307. Springer Series on Bio- and Neurosystems. 
Cham: Springer

Adaptive Linear Neuron (ADALINE) Algorithm
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Gradient Descent: Error/Loss Profile

Stochastic Gradient Descent Batch Gradient Descent 

Sec 7.2, Deep Learning by C Bishop

Geometric representation
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Loss Profile / Loss Landscape

Single neuron case Multiple dimension case

Image source: https://mathformachines.com/posts/visualizing-the-loss-landscape/

Visualizing the Loss Landscape of Neural Nets
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Part 3

Neural Network 
Architectures
Beyond single neuron

About Image: 
Single layer 2/3 pyramidal neuron from mouse visual cortex
Image Credit: Allen Institute
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Biological Neural 
Networks

Video of Neuron Firing – UC Barkley
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Neuron

A mathematical models of 

McCulloch & Pitts’s Neuron, 1943 
three types of Biological Neurons

Image source: Evolving Science

Image source: Wikipedia
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The Rosenblatt's Perceptron

𝑥1

𝑥0

𝑥3

𝑤1

𝑤2

𝑤0

ℎ𝑡𝑥2 𝑤2 σ

inputs weights Weighted 

sum of 

inputs

Squashing 

for binary 

classification

output

bias

bias input  

(typically set to 1 )

An image of the perceptron from Rosenblatt's “The Design of an Intelligent Automaton,” Summer 1958.
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Limitations of Perceptron's

𝑥1

𝑥2

ℎ𝑡

10
0

1
𝑥1

1

𝑥2

𝑤1

𝑤2

𝑤0

ℎ𝑡

𝑥1

𝑥2

ℎ𝑡

10
0

1

A perceptron

𝑥1 𝑥2 𝑦 = 𝑓(𝐱)

1: 0 0 0

2: 0 1 0

3: 1 0 0

4: 1 1 1

AND Problem

𝑥1 𝑥2 𝑦 = 𝑓(𝐱)

1: 0 0 0

2: 0 1 1

3: 1 0 1

4: 1 1 0

XOR Problem

No way we can 

draw a line that 

can classify 

these points

Dr Varun Ojha, Newcastle University 46

10:24 

AM



1969’s Perceptron

𝑥1
1

𝑥2

𝑤1

𝑤2

𝑤0

ℎ𝑡

“perceptrons could only learn ‘linearly separable’ patterns” And that it 

can not solve XOR problem that is non-linearly separable

Marvin Minsky and Seymour Pappert

𝑥1

𝑥2

ℎ𝑡

10
0

1

𝑥1 𝑥2
𝑦
= 𝑓(𝐱)

1: 0 0 0

2: 0 1 1

3: 1 0 1

4: 1 1 0

XOR Problem

No way we can 

draw a line that 

can classify 

these points
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The AI Winter
Image Source: https://transformainsights.com/ai-machine-learning
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Multilayer Perceptron (Neural Networks)

Biological networks of 

neurons in human brains

AI representation 

of  biological neural networks

Inputs

neurons

Hidden

neurons

Output

neuron

A mathematical models of 

McCulloch & Pitts’s Neuron, 1943 

Solution to Single Layer perceptron (SLPs) problem is Multilayer Perceptron (MLP)
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Inputs

neurons

Hidden

neurons

Output

neuron

Biological networks of 

neurons in human brains

Mathematical representation 

of the neural networks

1 0 1

0 1 1

1

1

0

1 2 3
AI representation 

of  biological neural networks

Neural Networks
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Neural Networks

NN components: 

• Inputs

• Weights 

• Architecture 

• Activation functions

• Learning algorithms 
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Output 

layer

Hidden 

layer

input 

layer

NEURAL NETWORK
Architecture

A single neuron with 5,600 nerve fibres, 

Google Research a7 Harward University

Number of neurons in the 
brain
The number of neurons in the 
brain is about 10¹¹ (100 
billion). 

Number of synapses in the 
brain
The number of synapses in 
the brain is known much less 
precisely, but is probably 
about 10¹⁴-10¹⁵ (100 – 1000 
trillion) synapses in the brain

These are estimates and 
unverifiable 
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Output 

layer

Hidden 

layer

input 

layer

𝑾𝑯𝑰 =

𝒘𝟏,𝟏 ⋯ 𝒘𝟏,𝟑

⋮ ⋱ ⋮
𝒘𝟒,𝟏 ⋯ 𝒘𝟒,𝟑

𝑾𝑯𝑶 =

𝒘𝟏𝟏

⋮
𝒘𝟒𝟏

NEURAL NETWORK
Weights (parameters)
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𝒉𝒋 = 𝝋𝒉 ෍

𝒊=𝟏

𝒏

𝒘𝒋𝒊. 𝒙𝒊 

For 𝒏 inputs, a hidden layer node’s 𝒉𝒋 

output is expressed as:

Where 𝝋𝒉 is an activation function:

NEURAL NETWORK
Computation: Hidden layer

Output 

layer

Hidden 

layer

input 

layer

𝑯𝟏𝒘𝟏,𝟏

𝒘𝟏,𝟐

𝒘𝟏,𝟑

𝒙𝟏

𝒙𝟐

𝒙𝟑

𝒉𝟏
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NEURAL NETWORK
Computation: Output layer

Output 

layer

Hidden 

layer

input 

layer

𝒉𝒋 = 𝝋𝒉 ෍

𝒊=𝟏

𝒏

𝒘𝒋𝒊. 𝒙𝒊 

𝑯𝟏𝒘𝟏,𝟏

𝒘𝟏,𝟐

𝒘𝟏,𝟑

𝒙𝟏

𝒙𝟐

𝒙𝟑

𝒉𝟏

For 𝒏 inputs, a hidden layer node’s 𝒉𝒋 

output is expressed as:

ෝ𝒚 = 𝝋𝑶 ෍

𝒋=𝟏

𝒎

𝒘𝒋𝒌. 𝒉𝒋 

For 𝑚 hidden nodes and an output node, the 

output nodes output is expressed as:

Where 𝝋𝒉 is an activation function:ෝ𝒚
𝑶𝟏

𝒉𝒎

𝒉𝟐

𝒉𝟑

Dr Varun Ojha, Newcastle University 55

10:24 

AM



ෝ𝒚 = 𝝋 𝒙 =
𝟏

𝟏 + 𝒆−𝒙 

Sigmoid activation

NEURAL NETWORK
Activation function

𝝋′ 𝒙 = ෝ𝒚(𝟏 − ෝ𝒚)  

derivative

https://www.derivative-calculator.net/
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𝝋 𝒙 =
𝒆𝒙 − 𝒆−𝒙

𝒆𝒙 + 𝒆−𝒙

Tangent hyperbolic activation

NEURAL NETWORK
Activation function

𝝋′ 𝒙 = 𝟏 − ෝ𝒚𝟐

derivative
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𝝋 𝒙 = 𝒎𝒂𝒙 (𝟎, 𝒙) 

Rectified Linear Unit (ReLU)

NEURAL NETWORK
Activation function

𝝋′ 𝒙 = 𝟏 𝐢𝐟 𝒙 > 𝟎 𝐞𝐥𝐬𝐞 𝟎

derivative
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Sigmoid

1.0

0.5

0.0

-0.5

-1.0

-2.0        0.0          2.0

1.0

0.5

0.0

-0.5

-1.0

-2.0         0.0          2.0

1.0

0.5

0.0

-0.5

-1.0

-2.0         0.0          2.0

TanhReLU

NEURAL NETWORK
Activation functions

Sec 6.2.3, Deep Learning by C Bishop
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SoftMax Activation

ෝ𝒚𝒊 = 𝝋 𝒙𝒊 =
𝒆𝒙𝒊

σ𝒊
𝒌 𝒆

𝒙𝒋
 for k units

𝑶𝟏

𝑶𝟐

𝑶𝟑

PROBABILITIES 

DISTRIBUTION OF ALL 

LABELS

𝟎. 𝟏

𝟎. 𝟕

𝟎. 𝟐

NEURAL NETWORK
Activation function

𝝋′ 𝒙𝒊 = ൝
ෝ𝒚𝒊 𝟏 − ෝ𝒚𝒊  𝐢𝐟 𝒊 = 𝒋 

− ෝ𝒚𝒊 ෝ𝒚𝒋 𝐢𝐟 𝒊 ≠ 𝒋

derivative
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Output 

layer

Hidden 

layer

input 

layer

Hidden 

layer 1

input 

layer

Hidden 

layer 2

Output 

layer

Hidden 

layer M-1
Hidden 

layer M

SHALLOW LEARNING DEEP LEARNING

NEURAL NETWORK: Architecture
A regular neural network architecture A deep neural network architecture
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Deep Learning

Deep learning is an artificial intelligence function that 
imitates the workings of the human brain in processing 
data and creating patterns for use in decision making. 

Deep learning is a subset of machine learning in 
artificial intelligence that has networks capable of 
learning supervised/unsupervised from data that is 
structured/unstructured or labelled/unlabelled. 

Source: https://www.investopedia.com/terms/d/deep-learning.asp
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(DEEP) NEURAL NETWORK
Optimisation

• Stochastic gradient descent

• Mini-batch gradient descent

• Batch gradient descent

• Backpropagation 

(The algorithm at the heart of AI Revolution)
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Backpropagation 
Algorithm for Updating Learning Systems

WNEW ← WOLD + WCHANGE

Learning Systems Update

E

Sec 8.1.1 to 8.1.3, Deep Learning by C Bishop

David Rumelhart Geoffrey Hinton Ronald Williams
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Chain Rule
Chain rule state that the derivative of function 𝑦 =
ℎ(𝑔(𝑥)), where 𝑔 is a function of 𝑥 and f is a function 

of 𝑔, then the derivative of 𝑦 with respect to 𝑥 is given 

by 
𝒅𝒚

𝒅𝒙
=

𝒅𝒉

𝒅𝒈
⋅

𝒅𝒈

𝒅𝒙

Forward pass:

Hidden layer output, ℎ = 𝜎 𝑊1𝑥 + 𝑏1  
Output layer output, ො𝑦 = 𝜎 (𝑊2ℎ + 𝑏2) 
Backward pass :

Output layer gradient 
𝒅𝒆

𝒅 ො𝑦
= ො𝑦  − 𝑦

Gradient output w.r.t weights, 𝑊2 and :
𝑑 ො𝑦

𝑑𝑊2
= ො𝑦 1 − ො𝑦

Chain Rule applied to Output Layer Weights:

𝑑𝑒

𝑑𝑊2
=

𝑑𝑒

𝑑 ො𝑦
⋅

𝑑 ො𝑦

𝑑𝑊2

Weight updates at output layer is as follows:

𝑾𝟐 =  𝑾𝟐 − 𝜼
𝒅𝒆

𝒅𝑾𝟐
 𝒉

Similarly other weights and biases are updated

Bias, 𝑏1 

In
p
u
ts

 [
𝑥

1
,𝑥

2
]

Weight, 𝑊1 Weight, 𝑊2 

output, ො𝑦 

Squared error, 

e =
1

2
ො𝑦  − 𝑦 2 

ℎ1

ℎ2

𝑏2

Linnainmaa, 1970, first to demonstrate error 

backpropagation

Sigmoid 

activation

Sigmoid 

activation

Sigmoid 

activation
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𝑯𝒋 𝑶𝒌𝒙𝒊

𝒙𝑵

𝒙𝟏 𝑯𝟏

𝑯𝑴

𝒘𝒌𝒋𝒘𝒋𝒊

Two-layer neural network with initialised weights 𝒘𝒊𝒋 (hidden- input) and weights 𝒘𝒌𝒋 (output-hidden) 

Backpropagation Neural Network

Rumelhart et al. Backpropagation

𝑶𝟏

𝑶𝑪
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𝑶𝟏

𝑶𝑪

Backpropagation Neural Network

𝑯𝒋 𝑶𝒌𝒙𝒊

𝒙𝒊+𝟏

𝒙𝒊−𝟏 𝑯𝟏

𝑯𝑴

𝒘𝒌𝒋𝒘𝒋𝒊

Let’s take only single line of information processing on neural network for illustration

Sigmoid 

activation

Sigmoid 

activation
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𝑶𝟏

𝑶𝑪

𝒙𝑵

𝒙𝟏 𝑯𝟏

𝑯𝑴

Backpropagation:  Forward Pass 

𝑯𝒋 𝑶𝒌𝒙𝒊
𝒘𝒋𝒊 𝒘𝒌𝒋

𝒉𝒋 ෝ𝒚𝒌 

Sec 8.1.1 to 8.1.3, Deep Learning by C Bishop

Hidden outputs/activation 𝒉𝒋 and network total output are computed ෝ𝒚𝒌

Sigmoid 

activation

Sigmoid 

activation
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𝑶𝟏

𝑶𝑪

𝒙𝑵

𝒙𝟏 𝑯𝟏

𝑯𝑴

Backpropagation: Error at Output layer

𝑯𝒋 𝑶𝒌𝒙𝒊
𝒘𝒋𝒊 𝒘𝒌𝒋

𝒆𝒌 = 𝒚𝒌  −  ෝ𝒚𝒌

Sec 8.1.1 to 8.1.3, Deep Learning by C Bishop

Based on known target, the error 𝒆𝒌 = 𝒚𝒌  −  ෝ𝒚𝒌 at output layer is computed

𝒉𝒋 ෝ𝒚𝒌 Sigmoid 

activation

Sigmoid 

activation
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𝑶𝟏

𝑶𝑪

Backpropagation: Backward pass

𝒙𝑵

𝒙𝟏 𝑯𝟏

𝑯𝑴

𝑯𝒋 𝑶𝒌𝒙𝒊
𝒘𝒋𝒊 𝒘𝒌𝒋

𝒆𝒌 =
𝟏

𝟐
(𝒚𝒌  −  ෝ𝒚𝒌)2 

𝜹𝒌 = (𝒚𝒌 − ෝ𝒚𝒌) ෝ 𝒚𝒌 (𝟏 −  ෝ𝒚𝒌)

Output layer gradient [delta (𝜹𝒌)] considering sigmoidal output node(s) is computed

Sec 8.1.1 to 8.1.3, Deep Learning by C Bishop

𝒉𝒋 ෝ𝒚𝒌 Sigmoid 

activation

Sigmoid 

activation

𝑑𝑒

𝑑𝑤𝑘𝑗
=

𝑑𝑒

𝑑 ො𝑦
⋅

𝑑 ො𝑦

𝑑𝑤𝑘𝑗
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𝑶𝟏

𝑶𝑪

𝒙𝑵

𝒙𝟏 𝑯𝟏

𝑯𝑴

𝑯𝒋 𝑶𝒌𝒙𝒊
𝒘𝒋𝒊 𝒘𝒌𝒋

𝜹𝒌 = (𝒚𝒌 − ෝ𝒚𝒌) ෝ 𝒚𝒌 (𝟏 −  ෝ𝒚𝒌)

Hidden layer gradient [delta (𝜹𝒋)] considering sigmoidal hidden node(s) is computed

𝜹𝒋 = 𝒉𝒋 (𝟏 − 𝒉𝒋) σ𝒌  𝜹𝒌 𝒘𝒌𝒋

Sec 8.1.1 to 8.1.3, Deep Learning by C Bishop

Backpropagation: Backward pass

𝒉𝒋 ෝ𝒚𝒌 Sigmoid 

activation

Sigmoid 

activation

𝒆𝒌 =
𝟏

𝟐
(𝒚𝒌  −  ෝ𝒚𝒌)2 
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𝑶𝟏

𝑶𝑪

𝒙𝑵

𝒙𝟏 𝑯𝟏

𝑯𝑴

𝑯𝒋 𝑶𝒌𝒙𝒊
𝒘𝒋𝒊 𝒘𝒌𝒋

𝜹𝒌 = (𝒚𝒌 − ෝ𝒚𝒌) ෝ 𝒚𝒌 (𝟏 −  ෝ𝒚𝒌)
𝚫𝒘𝒌𝒋 = −𝜼 𝜹𝒌 𝒉𝒋

𝚫𝒘𝒋𝒊 = −𝜼 𝜹𝒋 𝒙𝒊

Sec 8.1.1 to 8.1.3, Deep Learning by C Bishop

Weights change 𝚫𝒘𝒌𝒋 (output-hidden) 𝚫𝒘𝒋𝒊 (hidden-input) are computed

WNEW ← WOLD + 𝚫 W
Learning Systems Update

Backpropagation: Backward pass

𝚫𝐖𝑯𝑰 = −𝜼 𝛅𝐇 𝐱

𝚫𝐖𝑶𝑯 = −𝜼 𝛅𝐎 𝐡

𝒉𝒋 ෝ𝒚𝒌 Sigmoid 

activation

Sigmoid 

activation

vector/matrix form
vector/matrix form

𝒆𝒌 =
𝟏

𝟐
(𝒚𝒌  −  ෝ𝒚𝒌)2 

Dr Varun Ojha, Newcastle University 73

10:24 

AM



Sec 8.1.1 to 8.1.3, Deep Learning by C Bishop

Bias, 𝑏1 

In
p

u
ts

 [
𝑥 1

,𝑥
2

]

Weight, 𝑊1 Weight, 𝑊2 

output, ො𝑦 

Squared error, 

e =
1

2
ො𝑦  − 𝑦 2 

ℎ1

ℎ2

𝑏2

Error backpropagation can solve non-linearly separable patterns

Backpropagation

𝑥1

𝑥2

ℎ1

10
0

1

ℎ1

𝑥1 𝑥2
𝑦
= 𝑓(𝐱)

1: 0 0 0

2: 0 1 1

3: 1 0 1

4: 1 1 0

XOR Problem
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Automatic Differentiation

Computational Graph / Direct Acyclic Graph (DAG) Final derivative of DAG (see chain rule)

Example Source: https://medium.com/@rhome/automatic-differentiation-26d5a993692b

Tensor flow and pytorch produce computational graph for neural networks hence they use Automatic differentiation

Linnainmaa, 1970, proposed reverse mode automatic differentiation
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Fig A. Forward pass and gradient backpropagation

Input Processing

(forward pass)

Gradient propagation 

(backwards pass)

Dr Varun Ojha’s Work

Backpropagation Neural Tree

Information 

processing 

channel.
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Backpropagation Neural Tree:  Forward Pass

Ojha and Nicosia (2022), Neural Networks
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Ojha and Nicosia (2022), Neural Networks

Backpropagation Neural Tree:  Backward Pass
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Ojha and Nicosia (2022), Neural Networks

Recursive Backpropagation

Recursive Backpropagation
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Challenges faced by deep learning:

• Vanishing Gradient

• Exploding Gradient

• Activation Function

• Weight Initialisation

• Overfitting

• Loss functions
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Backpropagation: Deep Learning

Hidden 

layer 1
input 

layer

Hidden 

layer 2

Output 

layer
Hidden 

layer M-1

Hidden 

layer M

Hidden 

layer 3

Hidden 

layer 4

Hidden 

layer 5

Hidden 

layer 6

Back pass

output

Hidden 

layer 7

Forward pass

inputs

Output - Target

Gradient of error

w.r.t weights
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ෝ𝒚

𝑾𝑿𝑯𝟏
𝑾𝑯𝟏𝑯𝟐

𝑾𝑯𝟐𝑯𝟑
𝑾𝑯𝟑𝑯𝟒

𝑾𝑯𝟒𝑯𝟓
𝑾𝑯𝟓𝑯𝟔

𝑾𝑯𝟔𝑯𝟕
𝑾𝑯𝒎−𝟐,𝑯𝒎−𝟏⋯ 𝑾𝑯𝒎𝒀

𝐱

Back pass

𝐞 = ෝ𝒚  −  𝐲

𝜹

Forward pass

Backpropagation: Deep Learning
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ෝ𝒚

𝑾𝑿𝑯𝟏
𝑾𝑯𝟏𝑯𝟐

𝑾𝑯𝟐𝑯𝟑
𝑾𝑯𝟑𝑯𝟒

𝑾𝑯𝟒𝑯𝟓
𝑾𝑯𝟓𝑯𝟔

𝑾𝑯𝟔𝑯𝟕
𝑾𝑯𝑳−𝟐,𝑯𝑳−𝟏⋯ 𝑾𝑯𝑳𝒀

𝐱

𝐞 = ෝ𝒚  −  𝐲
Forward pass: ෝ𝒚 =  𝝋𝑳(𝑾𝑳𝝋𝑳−𝟏(𝑾𝑳 −𝟏 ⋯ 𝝋𝟑(𝑾𝟑𝝋𝟐(𝑾𝟐𝝋𝟏(𝑾𝟏𝐱))) ⋯ )) 

Vanishing Gradient

ෝ𝒚 =  𝑾𝑳

𝟎. 𝟓 ⋯ 𝟎. 𝟎
⋮ ⋱ ⋮

𝟎. 𝟎 ⋯ 𝟎. 𝟓

𝑳−𝟏 𝒘 = 𝟎. 𝟓𝑳 −𝟏 for a large L this will 

be extremely small. That is, 

weight 𝒘 is a an exponentially 

decreasing function of 𝑳

This is caused by sigmoid 

function because its derivative 

lies between 0.0 and 0.25

Back pass (repeated multiplication) 0.25 × 0.25 × 0.25 × ⋯ ×  (0.25)
Gradient of error

w.r.t weights
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𝑾𝑿𝑯𝟏
𝑾𝑯𝟏𝑯𝟐

𝑾𝑯𝟐𝑯𝟑
𝑾𝑯𝟑𝑯𝟒

𝑾𝑯𝟒𝑯𝟓
𝑾𝑯𝟓𝑯𝟔

𝑾𝑯𝟔𝑯𝟕
𝑾𝑯𝒎−𝟐,𝑯𝒎−𝟏⋯ 𝑾𝑯𝒎𝒀

Gradient of error back propagation

Vanishing Gradient

Extremely small gradient and close to Zero Initial Gradient

ෝ𝒚
𝐱
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Vanishing Gradient

gradient become 

very small

Convergence 

virtually stops 

because weights do 

not change any more

𝑾

𝑳𝒐𝒔𝒔

Dr Varun Ojha, Newcastle University 85

10:24 

AM



ෝ𝒚

𝑾𝑿𝑯𝟏
𝑾𝑯𝟏𝑯𝟐

𝑾𝑯𝟐𝑯𝟑
𝑾𝑯𝟑𝑯𝟒

𝑾𝑯𝟒𝑯𝟓
𝑾𝑯𝟓𝑯𝟔

𝑾𝑯𝟔𝑯𝟕
𝑾𝑯𝑳−𝟐,𝑯𝑳−𝟏⋯ 𝑾𝑯𝑳𝒀

𝐱

𝐞 = ෝ𝒚  −  𝐲
Forward pass: ෝ𝒚 =  𝝋𝑳(𝑾𝑳𝝋𝑳−𝟏(𝑾𝑳 −𝟏 ⋯ 𝝋𝟑(𝑾𝟑𝝋𝟐(𝑾𝟐𝝋𝟏(𝑾𝟏𝐱))) ⋯ )) 

ෝ𝒚 =  𝑾𝑳

𝟎. 𝟓 ⋯ 𝟎. 𝟎
⋮ ⋱ ⋮

𝟎. 𝟎 ⋯ 𝟎. 𝟓

𝑳−𝟏 𝒘 = 𝟎. 𝟓𝑳 −𝟏 for a large L this will 

be extremely small. That is, 

weight 𝒘 is a an exponentially 

decreasing function of 𝑳

Vanishing Gradient

Solution: 

Use of ReLU function

𝝋𝟏 𝒙 = 𝒎𝒂𝒙 (𝟎, 𝒙)
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𝑾𝑿𝑯𝟏
𝑾𝑯𝟏𝑯𝟐

𝑾𝑯𝟐𝑯𝟑
𝑾𝑯𝟑𝑯𝟒

𝑾𝑯𝟒𝑯𝟓
𝑾𝑯𝟓𝑯𝟔

𝑾𝑯𝟔𝑯𝟕
𝑾𝑯𝒎−𝟐,𝑯𝒎−𝟏⋯ 𝑾𝑯𝒎𝒀

Gradient of error back propagation

Exploding Gradient

Extremely large gradient Initial Gradient

ෝ𝒚
𝐱

model weights go to NaN values during training.

NaN!
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ෝ𝒚

𝑾𝑿𝑯𝟏
𝑾𝑯𝟏𝑯𝟐

𝑾𝑯𝟐𝑯𝟑
𝑾𝑯𝟑𝑯𝟒

𝑾𝑯𝟒𝑯𝟓
𝑾𝑯𝟓𝑯𝟔

𝑾𝑯𝟔𝑯𝟕
𝑾𝑯𝑳−𝟐,𝑯𝑳−𝟏⋯ 𝑾𝑯𝑳𝒀

Exploding Gradient

𝐱

𝐞 = ෝ𝒚  −  𝐲
Forward pass: ෝ𝒚 =  𝝋𝑳(𝑾𝑳𝝋𝑳−𝟏(𝑾𝑳 −𝟏 ⋯ 𝝋𝟑(𝑾𝟑𝝋𝟐(𝑾𝟐𝝋𝟏(𝑾𝟏𝐱))) ⋯ )) 

ෝ𝒚 =  𝑾𝑳

𝟏. 𝟓 ⋯ 𝟎. 𝟎
⋮ ⋱ ⋮

𝟎. 𝟎 ⋯ 𝟏. 𝟓

𝑳−𝟏 𝒘 = 𝟏. 𝟓𝑳 −𝟏 for a large L this will 

be extremely larger. That is, 

weight 𝒘 is a an exponentially 

increase function of 𝑳

This is caused by initialization of 

weights with large values activation 

functions (e.g., ReLU) have a 

magnitude greater than 1.0
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Exploding Gradient

Highly fluctuating 

gradient descent

Weight abruptly 

changes. 

Skips Global minima

𝑾

𝑳𝒐𝒔𝒔
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ෝ𝒚

𝑾𝑿𝑯𝟏
𝑾𝑯𝟏𝑯𝟐

𝑾𝑯𝟐𝑯𝟑
𝑾𝑯𝟑𝑯𝟒

𝑾𝑯𝟒𝑯𝟓
𝑾𝑯𝟓𝑯𝟔

𝑾𝑯𝟔𝑯𝟕
𝑾𝑯𝑳−𝟐,𝑯𝑳−𝟏⋯ 𝑾𝑯𝑳𝒀

Exploding Gradient

𝐱

𝐞 = ෝ𝒚  −  𝐲
Forward pass: ෝ𝒚 =  𝝋𝑳(𝑾𝑳𝝋𝑳−𝟏(𝑾𝑳 −𝟏 ⋯ 𝝋𝟑(𝑾𝟑𝝋𝟐(𝑾𝟐𝝋𝟏(𝑾𝟏𝐱))) ⋯ )) 

Solution:

Gradient clipping and/or better 

weight initialization/Regularization
ෝ𝒚 =  𝑾𝑳

𝟏. 𝟓 ⋯ 𝟎. 𝟎
⋮ ⋱ ⋮

𝟎. 𝟎 ⋯ 𝟏. 𝟓

𝑳−𝟏 𝒘 = 𝟏. 𝟓𝑳 −𝟏 for a large L this will 

be extremely larger. That is, 

weight 𝒘 is a an exponentially 

increase function of 𝑳
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Training Method
(from previous lecturers)

Training Set Test Set
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Training Method
(from previous lecturers)

epochs

cost

Test cost

Training cost

high bias high variance
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Bias-Variance Issue
(from previous lecturers)

Accuracy is off by 

large margin

Accuracy is off by 

small margin

high 

bias

low 

bias

low 

variance

high 

variance

Accuracy vary 

marginally on trials 

Accuracy vary 

a lot on trials 

Sec 4.3, Deep Learning by C Bishop
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Is the chosen model good?
(from previous lecturers)

High Bias

performs poor on 

both training and test

High Variance

performs too well on 

training but poor on test
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Avoid Overfitting
(from previous lecturers)

Training Set Test SetValidation Set

Figure 1.6, Deep Learning by C Bishop
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epochs

cost

high bias high variance

Validation cost

Training cost

Stop Training here!

Pick this model!

Avoid Overfitting: Early Stopping
(from previous lecturers)

Sec 9.3.1 Deep Learning by C Bishop
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Suitable Loss function 
Misclassification rate, 𝑬

𝑬 =
1

𝑛
෍

𝑖=1

𝑛

( ෝ𝑦𝑖  ≠ 𝑦𝑖)

ෝ𝑦𝑖 -  predicted output, 𝑦𝑖 - target output, 𝑛  - number of examples in 

training/test set

Misclassification Rate is Non-Differentiable for Backpropagation. Hence No learning possible as 

backpropagation can not calculate gradient 

𝑑𝐸

𝑑𝑤
= 𝟎 (𝐨𝐫 𝐮𝐧𝐝𝐞𝐟𝐢𝐧𝐞𝐝)
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Log loss/Binary Cross Entropy

𝑬 = −( (𝒚𝒊)𝐥𝐨𝐠( ෝ𝑦𝑖) + 𝟏 − 𝒚𝒊 𝐥𝐨𝐠 𝟏 − ෝ𝑦𝑖  )

ෝ𝑦𝑖 -  predicted output, 𝑦𝑖 - target output, 𝑛  - number of examples in training/test set

penalizing the model based on how close its 

predicted probability is to 0. This part will be 

zero if 𝑦𝑖 = 0, hence this part is only for 𝑦𝑖 = 0 

(positive class)  

if 𝑦𝑖 = 1, penalizing the model based on how 

close its predicted probability is to 1, This part will 

be zero if 𝑦𝑖 = 1, hence this part is only for 𝑦𝑖 = 0 

(negative class)  

It effectively works by updating network weights on correct classification 

and penalizing models for a misclassification, usually used for binary classification problems

For N number of data samples 

𝑬 = −
1

𝑁
෍

𝒊=𝟎

𝑵

( (𝒚𝒊)𝐥𝐨𝐠( ෝ𝑦𝑖) + 𝟏 − 𝒚𝒊 𝐥𝐨𝐠 𝟏 − ෝ𝑦𝑖  )
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Log loss/Binary Cross Entropy

ෝ𝑦𝑖 -  predicted output, 𝑦𝑖 - target output, 𝑵𝒑𝒐𝒔- number of positive examples, and 𝑵𝒑𝒐𝒔- number of 

positive examples

It effectively works by updating network weights on correct classification 

and penalizing models for a misclassification, usually used for binary classification problems

Split this into Positive and Negative Classes

𝑬 = −
1

𝑁𝑝𝑜𝑠
෍

𝒊

𝑵𝒑𝒐𝒔

𝒚𝒊 𝐥𝐨𝐠 ෝ𝑦𝑖 + −
1

𝑁𝑛𝑒𝑔
෍

𝒊

𝑵𝒏𝒆𝒈

𝟏 − 𝒚𝒊 𝐥𝐨𝐠 𝟏 − ෝ𝑦𝑖

𝑬 = − ෍

𝒊

𝑵𝒑𝒐𝒔
1

𝑁𝑛𝑒𝑔
⋅ 𝟏 ⋅ 𝐥𝐨𝐠 ෝ𝑦𝑖 + − ෍

𝒊

𝑵𝒏𝒆𝒈
𝟏

𝑵𝒏𝒆𝒈
⋅ 𝟏 ⋅ 𝐥𝐨𝐠 𝟏 − ෝ𝑦𝑖
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Log loss/Binary Cross Entropy

ෝ𝑦𝑖 -  predicted output, 𝑦𝑖 - target output, 𝑵𝒄- number of examples for the value of c

It effectively works by updating network weights on correct classification 

and penalizing models for a misclassification, usually used for binary classification problems

We replace Positive and Negative Classes as their probabilities

𝑬 = − ෍

𝒊

𝑵𝒑𝒐𝒔

𝒑 𝒚𝒊 = 𝟏 𝒍𝒐𝒈 𝒑( ෝ𝒚𝒊 = 𝟏) + − ෍

𝒊

𝑵𝒏𝒆𝒈

𝒑 𝒚𝒊 = 𝟎 𝒍𝒐𝒈 𝒑( ෝ𝒚𝒊 = 𝟎)

We replace Positive and Negative Classes as their probabilities

𝐸 = − ෍

𝑐∈{0,1}

෍

𝒊

𝑵𝒄

𝒑 𝒚𝒊 𝐥𝐨𝐠 𝒑( ෝ𝒚𝒊)
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Log loss/Binary Cross Entropy

ෝ𝑦𝑖 -  predicted output, 𝑦𝑖 - target output, 𝑵𝒄- number of examples for the value of c

It effectively works by updating network weights on correct classification 

and penalizing models for a misclassification, usually used for binary classification problems

We replace Positive and Negative Classes as their probabilities

𝑬 = − ෍

𝒊

𝑵𝒑𝒐𝒔

𝒑 𝒚𝒊 = 𝟏 𝒍𝒐𝒈 𝒑( ෝ𝒚𝒊 = 𝟏) + − ෍

𝒊

𝑵𝒏𝒆𝒈

𝒑 𝒚𝒊 = 𝟎 𝒍𝒐𝒈 𝒑( ෝ𝒚𝒊 = 𝟎)

We replace Positive and Negative Classes as their probabilities

𝐸 = − ෍

𝑐∈{0,1}

෍

𝒊

𝑵𝒄

𝒑 𝒚𝒊 𝐥𝐨𝐠 𝒑( ෝ𝒚𝒊)
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Cross Entropy, 𝑬

𝐸 = − ෍

𝑖=0

𝐶

𝒚𝒊𝐥𝐨𝐠 𝒛𝒊

𝑦𝑖 - target output distribution (target out distribution , one-hot encoding)

𝑧𝑖 -  predicted output distribution (SoftMax output)

𝐶  - number of classes,  w is the weight of a network

𝑥𝑖 - is the 𝑖-th class output

It effectively works by updating network weights on correct classification 

and penalizing models for a misclassification (larger the more is the penalty), usually used for 

multiclass classification problems

𝑑𝐸

𝑑𝑥𝑖
= 𝒛𝒊  − 𝒚𝒊

Dr Varun Ojha, Newcastle University 102

10:24 

AM



Why Cross-Entropy: When classifying between two categories (a binary classification problem), the 

Binary Cross-Entropy (BCE) Loss and the Mean Squared Error (MSE) Loss behave differently, 

particularly when the prediction is very wrong. The plots below illustrate this difference, assuming the 

true label is y=1. The core distinction is that BCE Loss penalizes confident and incorrect 

predictions much more heavily than MSE Loss does.

In correct 

classification

High penalty 

to model by 

BCE

Low penalty 

to model by 

MSE
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Artificial 
Intelligence

Machine Learning

Deep Learning

Generative 
AI
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Part 4

Practical 
Session

See attached document in Canvas
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